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Single-Frame CNN

= Simple idea: train normal 2D CNN to classify video frames independently!

= (Average predicted probs at test-time)

= Often a very strong baseline for video classification
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Late Fusion (with FC layers)

Intuition: Get high-level appearance Class scores: C
of each frame, and combine them A Run 2D CNN on each

LT fetures and feed to MLP
W : : z Flatten : : :
TxDxH xW : = } = ]
2D CNN on / CNN \/ CNN \/ CNN \/ CNN \/ CNN \/ CNN \
each frame

4

Input: | ‘U‘"'
Tx3xHxW |58
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Late Fusion (with pooling)

Intuition: Get high-level appearance Class scores: C Run 2D CNN on each
of each frame, and combine them A frame, pool features
Ginear and feed to Linear
Clip features: D A

ot Bt pie Average Pool over space and time

TxDxH xw 4 4 4 4 4 4

2D CNNon / CNN \/ CNN \/ CNN \/ CNN \/ CNN \/ CNN \
each
frame
Input: :

Tx3xHXxW |4
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Early Fusion

Intuition: Compare frames
with very first conv layer, after

that normal 2D CNN
Class scores: C

4

Rest of the network
is standard 2D CNN

First 2D convolution

collapses all temporal 2 D C N N

information:
Input: STXHxXW
Reshape: Output: DxHx W
3STXHXW
Input:
Tx3xHxW
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3D CNN

Intuition: Use 3D versions of
convolution and pooling to
slowly fuse temporal

information over the course of Class scores: C
the network 4

Each layer in the network is a 4D

tensor:DXTxHXxW
Use 3D conv and 3D pooling 3 D C N N

operations

Input:
3XTXxXHxW
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Separating Motion and Appearance: Two-
Stream Networks

Input: Single Image

3XHxW
Spatial stream ConvNet
conv1 || conv2 || conv3 || conv4 || conv5 fullé full7 ||softmax
7X7x96 || 5x5x256 || 3x3x512 || 3x3x512 || 3x3x512|| 4096 2048
stride 2 || stride 2 || stride 1 || stride 1 || strnde 1 || dropout || dropout
norm. norm. pool 2x2
pool 2x2 || pool 2x2
Temporal stream ConvNet
conv1 || conv2 || conv3 || conv4 || conv5 fullé full7 ||softmax
7x7x96 || 5x5x256 || 3x3x512 || 3x3x512 || 3x3x512|| 4096 2048
stride 2 || stride 2 || stride 1 || stnde 1 || stnde 1 || dropout || dropout
. norm. ||pool 2x2 pool 2x2
optical flow

Input: Stack of optical flow:
[2*(T-1)] x Hx W

Early fusion: First 2D conv
processes all flow images
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Modeling long-term temporal structure

" Inside CNN: Each value is a function of a fixed temporal window (local
temporal structure) Inside RNN: Each vector is a function of all previous
vectors (global temporal structure) Can we merge both approaches?

= o - =
- > L -

Extract 1|

features
with CNN CNN CNN CNN CNN CNN
(2D or 3D)

Baccouche et al, "Sequential Deep Learning for Human Action Recognition”, 2011 Time
Donahue et al, “Long-term recurrent convolutional networks for visual recognition and description”, CVPR 2015
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Spatio-Temporal Self-Attention (Nonlocal
Block)

Input clip Residual Connection
Queries: Attention Weights
C'xTxHxW Transpose (THW) x (THW)
>
1x1x1 Conwv e
softmax
CaTxHxW
Keys:
—C'xTxHxW @
>
Features: bdling A
CxTxHxW CxTxHxW
Values:
C'xTxHxW
* ( f':) ' 1x1x1 Conv
1x1x1 Conv

Nonlocal Block
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Inflating 2D Networks to 3D (13D)

Inception Block: Original

t
- Concatenate
| t 1
&x5 Conv 3x3 Conv 1x1 Conv

1x1 Conv T 1
1x1 Conv 1x1 Conv
1 4

Previous layer
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